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Abstract. Exploratory rule discovery, as exemplified by association rule
discovery, is has proven very popular. In this paper I investigate issues
surrounding the statistical validity of rules found using this approach
and methods that might be employed to deliver statistically sound ex-
ploratory rule discovery.

1 Introduction

Association rule discovery has proven very popular. However, it is plagued by
the problem that it often delivers unmanageably large numbers of rules. As the
current work reveals, not only are the rules numerous, but in at least some cases
the vast majority are spurious or unproductive specialisations of more general
rules. This paper discusses the issues of spurious and unproductive rules and
presents preliminary approaches to address them. Experimental results confirm
the practical realisation of the concerns and suggests that the preliminary tech-
niques presented are effective.

2 Exploratory rule discovery

I use the term exploratory rule discovery to encompass data mining techniques
that seek multiple rather than single models, with the objective of allowing the
end-user to select between those models. It is distinguished from predictive data
mining that seeks a single model that can be used for making predictions.

Exploratory data mining is often applicable when there are factors that can
affect the usefulness of a model but it is difficult to quantify those factors in a
manner that may be used by an automated data mining system. By delivering
multiple alternative models to the end-user they are empowered to evaluate
the available models and to select those that best suit their business or other
objectives.

Three prominent frameworks for exploratory rule discovery on which I here
focus are association rule discovery [1], k-most-interesting rule discovery [2] and
contrast or emerging pattern discovery [3,4] as it is variously known. These tech-
niques all discover qualitative rules, rules that represent relationships between
nominal-valued variables.



Each such rule A — C represents the presence of a (potentially) interesting
relationship between the antecedent A and the consequent C', where A is a
conjunction of nominal-valued terms and C is a single nominal valued term!. The
rules are usually presented together with statistics that describe the relationship
between A and C.

2.1 Association Rule Discovery

Association rule discovery [1] is the most widely deployed exploratory rule discov-
ery approach. It grew out of market-basket analysis, the analysis of transaction
data for combinations of products that are purchased in a single transaction.
Association rule discovery uses the so called support-confidence framework. It
finds all rules that satisfy a user-specified minimum support constraint together
with whatever further constraints the user may specify. Essentially, the approach
generates all rules that satisfy the minimum support constraint but discards at
the final stage any rules that fail the further constraints.

Support is the proportion of records in the training data that satisfy both
the antecedent and consequent of the rule.

Initial approaches used a further constraint on minimum confidence. To avoid
potential confusion with the statistical concept of confidence I will hereafter refer
to this metric as strength.

strength = support/coverage (1)

where coverage is the proportion of records that satisfy the antecedent.
More recent approaches typically use a constraint on minimum lift in prefer-
ence to a constraint on strength:

lift = strength/prior (2)

where prior is the proportion of records that satisfy the consequent.

The main mechanism available to control the number of rules that are dis-
covered is the value that is specified for minimum support. However, it is usually
difficult to anticipate which values of minimum support will result in manage-
able numbers of rules. Too large a value will result in no rules. Too small a value
will result in literally millions of rules. In practice there may be a very narrow
range of values of support below which there are extremely few rules discovered
and above which there are too many rules discovered [5].

2.2 K-Most-Interesting Rule Discovery

K-most-interesting rule discovery [2] addresses this problem by empowering the
user to specify both a metric of interestingness and a constraint on the maximum

! While association rules are often described in terms of allowing C' to be an arbitrary
conjunction of terms, in many implementations C' is restricted to a single term. In
the current work I follow this practice as it greatly reduces the complexity of the
rule discovery task while satisfying many rule discovery needs.



number of rules to by discovered. In place of a minimum support constraint, k-
most-interesting rule discovery uses these two pieces of information to prune the
search space. They return the k rules that optimise the interestingness metric
within whatever other constraints the user might specify. It is left up to the user
to specify the interestingness metric, the only constraint on the metric being
that it must define a partial order on a set of rules given a set of data by which
the interestingness of those rules is to be scored.

2.3 Contrast Discovery

Contrast discovery [4] (initially developed under the name emerging pattern dis-
covery [3]) seeks rules that identify conditions whose frequency differs between
groups of interest. It has been shown that this is equivalent to a form of rule
discovery restricted to a consequent that signifies group membership [6].

3 Spurious Rules

A problem for all three of these forms of exploratory rule discovery is that they
suffer a high risk of discovering spurious rules. These are rules that appear
interesting on the sample data but which would not be interesting if the true
population probabilities were used to assess their level interestingness in place
of the observed sample frequencies.

For example, suppose that there is a rule with coverage of one record and a
lift of 2.0. This provides very little evidence that the lift that would be obtained
by substituting population probabilities for sample frequencies would have high
lift as a rule with one record coverage must have either a support of zero or one
record and hence, irrespective of the population lift, the observed lift must either
be 0.0 or 1.0/prior. In other words, when the rule coverage is low, the statis-
tical confidence will be low that the observed relative frequencies are strongly
indicative of the population probabilities.

The support-confidence framework of association rule discovery attempts to
counter this problem by enforcing a minimum support constraint in the expec-
tation that considering only rules with high support will lead to the observed
frequencies being strongly representative of the population frequencies.

4 The Multiple Comparisons Problem

However, this ignores the problem of multiple comparisons [7]. If many obser-
vations are made then one can have high confidence that some events that are
unlikely in the context of a single observation are likely to occur in some of the
many observations that are made. For example, suppose a hypothesis test is
applied to evaluate whether a rule is spurious with a significance level of 0.05.
Consider a spurious rule A — C' for which A and C' are independent. The proba-
bility that this spurious rule will be accepted as not spurious is 5%. If this process



were applied to 1,000,000 rules in a context where all rules were spurious (for
example, the data were generated stochastically using uniform probabilities) we
could reasonably expect that 5% or 50,000 would be accepted as non-spurious
despite all being spurious. In practice the rule spaces explored by rule discov-
ery systems are many magnitudes greater than 1,000,000, and hence we should
expect many spurious rules to be generated even if we apply a significance test
before accepting each one.

5 Filters for Spurious Rules

One response to this problem is to apply a correction for multiple comparisons,
such as the Bonferroni adjustment that divides the critical value a: by the number
of rules evaluated. This is the approach adopted in the contrast discovery context
by STUCCO [4]. A problem with this approach is that the search process may
require the evaluation of very large numbers of rules and hence o may be driven
to extremely low values. The lower the value of a the higher the probability of
type-2 error, that is, of rejecting rules that are not spurious.

What is required is an approach that minimises the risk of type-1 error,
that is, of accepting spurious rules, without in the process discarding the most
interesting non-spurious rules.

6 Unproductive Rules

A further problem for rule discovery is that of unproductive rules. A rule A —
C' is unproductive if it has a generalisation B — C such that strength(A —
C) < strength(B — C). An unproductive rule will arise when a variable that is
unrelated to either B or C' is added to B. As the strength is unaltered, the lift
of the unproductive rule will equal that of the generalisation. In practice data
sets often involve many variables that do not impact upon the rules of interest
and hence very large numbers of unproductive rules are generated.

The problem of unproductive rules interacts with the problem of spurious
rules. It is straightforward to add a filter to the rule discovery process that
discards any rule for which the observed strength is not greater than the observed
strength of all its generalisations. However, random variations in the data sample
will lead to almost half the unproductive rules appearing to be productive (albeit
in many cases only very slightly). A statistical test of significance may be applied,
as supported by the Magnum Opus rule discovery system [8], but we again face
the multiple comparisons problem.

7 A New Approach

Hypothesis testing is designed for controlling the risk of type-1 error in the
context of evaluating a prior hypothesis against previously unsighted data. It is



inadequate to the task of both generating hypotheses and evaluating them from
the same set of data.

An approach that has been used in other data mining contexts is to use a
holdout set for hypothesis testing. Models are inferred from a training set and
then evaluated against a holdout set. My proposal is to utilise this framework in
an exploratory rule discovery context. The available data will be divided into an
exploratory data set from which rules will be discovered. This will be treated as
a hypothesis generation process. The rules discovered are treated as hypotheses
that are then evaluated against the holdout set. As the holdout data is parti-
tioned from the exploratory data, the huge number of rules considered during
rule discovery does not affect the subsequent evaluation. A simple multiple com-
parisons adjustment need only divide the selected alpha value by the number of
rules delivered by the rule discovery phase. Thus the a value need not be set
prohibitively low, minimising the problem of type-2 error.

Note that re-sampling methods, such as cross-validation, that serve to eval-
uate the power of a method for a given set of data are not adequate to this
task. Unlike the case where we wish to predict the likely predictive accuracy of
a single model produced by a system, here we wish to produce many rules. We
want to control the risk of any of these rules being spurious.

I propose the use of k-most-interesting rule discovery for the rule discovery
phase rather than association rule discovery, because it is desirable to find a
constrained number of rules during the rule discovery phase. If too many rules
are discovered the necessary multiple comparisons adjustment will result in a
raised risk of type-2 error. If too few rules are discovered then there is a raised
risk of failing to discover sufficient interesting rules to satisfy the user. Standard
association rule discovery provides only very imprecise control over the number
of rules discovered. Tightening or weakening each of the constraints will respec-
tively decrease or increase the number of rules discovered, but typically it is not
possible to predict by exactly how much a particular alteration to the constraints
will affect the number of rules discovered. In contrast, k-most interesting rule
discovery always returns k rules, except in the unusual circumstance that the
other constraints applied are satisfied by fewer than & rules.

7.1 Selection of Holdout Data

The proposed generic holdout technique is applicable to two different contexts.
In the first context there is a single set of data available, and this data needs
to be partitioned. In this context, it would be appropriate for the data to be
randomly partitioned, a process that can be readily automated. It is probably
desirable that the partitions be of similar sizes. It is important to have as much
data as possible for exploratory rule discovery, so as to generate as powerful
hypotheses as possible. It is also important to have as much holdout data as
possible so as to maximise the power of the statistical tests that are applied.
The second context is one in which there are natural partitions of the data.
For example, data may be obtained over time. In such a context it might be
valuable to utilise the natural partitions so as to evaluate whether the regularities



apparent in the exploratory partition (such as the data from one year) generalise
across partitions (such as to the next year).

7.2 Holdout Evaluation Tests

For each rule A — C we wish to assess whether the observed strength(A — C) is
significantly higher than would be expected if there were no relationship between
the antecedent and consequent and also whether it is significantly higher than
the strength of all its generalisations?. I use a binomial test to assess whether an
observed strength is signficantly higher than a comparator strength. The large
number of subsets of an antecedent containing many conditions would make test-
ing against all generalisations infeasible. In consequence I test strength(A — C)
against the sample frequency of C' (which equals strength((l — C)) and against
the strength of all its immediate generalisations (rules formed by removing a
single condition from A). While it is theoretically possible for a rule to have
higher strength than all of its immediate generalisations but lower strength than
a further generalisation, to do so requires a very specific type of interaction
between four or more variables of a form that might make the resulting rule
interesting in its own right despite being unproductive with respect to one of its
generalisations.

8 Evaluation

The Magnum Opus [8] k-most interesting rule discovery system was extended to
support the form of holdout evaluation described above.

I first sought to evaluate what proportion of rules discovered by a traditional
association rule approach to rule discovery might be either spurious or unpro-
ductive. To this end I investigated rule discovery performance on two large data
sets from the UCI repository [9], covtype (581012 records, 10 numeric fields,
41 categorical fields) and census-income (199,523 records, 7 numeric fields, 34
categorical fields). Numeric fields are discretised into three bins, each containing
equal numbers of records.

Each data set was randomly divided into two equal sized subsets, the ex-
ploratory data used to discover rules and the holdout data used for holdout
evaluation.

I started by seeking to find values of minimum support and minimum lift that
resulted in constrained numbers of rules (less than 10,000). After a number of
trials I found for the covtype data that a minimum support of 0.25 and minimum
lift of 2.75 resulted in 1997 rules of which 1936 (96.9%) were rejected by holdout
evaluation. For the census-income data minimum support of 0.4 and minimum
lift of 2.0 resulted in 7502 rules of which 7462 (99.4%) were rejected as spurious
or unproductive when assessed against the holdout data. These figures provide a

2 Actually, as } — C is a generalisation of A — C, the latter condition subsumes the
first.



dramatic illustration of the degree to which traditional association rule discovery
results may be dominated by rules that are effectively noise.

To separate the issues of unproductiveness from spuriousness, I applied a
filter to discard unproductive rules during the rule discovery phase. That is,
during rule discovery a rule was discarded if it was unproductive as assessed
using the observed strength on the exploratory data without application of a
significance test.

With the same support and lift constraints, for covtype 433 rules were found
of which 377 (87.1%) were rejected by holdout evaluation. Whereas only 40
rules passed the holdout evaluation when the support confidence framework was
employed, when filtering of unproductive rules is added this is raised to 63 rules,
as the number of multiple comparisons is reduced and hence the adjusted « value
used in holdout evaluation is raised.

When a binomial test was applied during rule discovery to evaluate whether
a rule was significantly productive (on the exploratory data), using o = 0.05,
the number of rules found was further reduced to 73 of which 45 (61.6%) were
rejected by holdout evaluation. Note that the number of rules that have passed
the holdout test (18) has decreased. This illustrates the problem of filtering so
as to adequately balance the risks of type-1 and type-2 error. The filter applied
during rule discovery has discarded 45 rules that were found with a weaker filter
and then accepted after holdout evaluation.

Applying yet stronger filters, for example by adjusting for multiple compar-
isons the « used in the statistical test applied during rule discovery, can be
expected to improve the proportion of rules that pass holdout evaluation, but
to decrease the absolute number of rules that pass.

For census-income when unproductive rules were discarded during the rule
discovery phase, 48 rules were discovered of which 8 were rejected by holdout
evaluation. This resulted in the same 40 rules passing holdout evaluation as when
unproductive rules were not discarded during the rule discovery phase. Tighten-
ing the filter applied during rule discovery by adding a significance test resulted
in the discovery of 45 rules of which 5 were discarded by holdout evaluation,
leaving the same 40 rules.

As a final test, I applied k-most-interesting rule discovery in place of the
support-confidence framework. As a measure of interestingness I used leverage,

leverage(A — C) = support/coverage(A) x coverage(C') . (3)

This represents the difference between the observed joint frequency and the
joint frequency that would be expected if the antecedent and consequent were
independent. I sought the 100 rules that maximised this value without any other
constraints other than that all rules had to be significantly productive at the 0.05
level, that is that they had to pass a binomial test at the 0.05 level indicating
that they had higher strength than any immediate generalisation. Note that
this process did not require the time consuming and error prone business of
identifying a suitable minimum support constraint.

For covtype all 100 rules passed the holdout evaluation. All rules found had
extremely high support, the lowest being 0.436. The lowest lift was 2.19. It is



interesting that the search for the 100 most interesting rules found quite a differ-
ent trade-off between support and lift than I found during my manual attempt
to find a set of constraints that provided sufficiently few rules for consideration,
resulting in rules with higher support but lower lift. It is also notable that all
rules so found passed holdout evaluation, as the search explicitly sought rules
that were most exceptional on the exploratory data and hence the most valuable
to evaluate on the holdout data.

For census-income, of the 100 rules found 13 were discarded by holdout eval-
uation. All rules found had high support, the lowest being 0.413. The lowest lift
of a rule was 1.91. This illustrates the difficulty of finding appropriate constraints
to apply within the traditional association rule framework, as it lay just outside
the minimum lift that I had found after some experimentation in the attempt
to return only a constrained number of rules.

For each data set, the k-most-interesting approach to rule discovery delivered
higher numbers of statistically sound rules without need for manual determina-
tion of appropriate support and other constraints.

9 Conclusion

I have presented an approach to addressing the problems of spurious and un-
productive rules in exploratory rule discovery. Two examples have demonstrated
that over 99% of rules discovered using the support-lift framework can be spuri-
ous or unproductive. I have shown that the use of k-most-interesting rule discov-
ery with holdout evaluation can overcome this problem, delivering for the first
time statistically sound exploratory discovery of potentially interesting rules
from data.
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Abstract. Emerging Patterns (EPs) are itemsets whose supports change
significantly from one data class to another. It has been shown that they are
useful for constructing accurate classifiers. Existing EP-based classifiers try to
use high support-ratio EPs, which may leads to poor generalization capability
when applied to unseen instances. PNrule is a new two-phase framework for
learning classifier models in data mining. The first phase detects the presence of
the target class, while the second detects the absence of the target class. This
work proposes a novel classification method, called Two-Phase Classification
by Emerging Patterns (TPCEP), to combine the idea of two-phase induction and
classification by emerging patterns. Our experiment study carried on
benchmark datasets from the UCI Machine Learning Repository shows that
TPCEP performs comparably with other state-of-the-art classification methods
such as CBA, CMAR, C5.0, NB, and CAEP in terms of overall predictive
accuracy.
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1 Introduction

Classification is an important data mining problem, and has also been studied
substantially in statistics, machine learning, neural networks and expert systems over
decades. In general, given a training dataset, the task of classification is to build a
concise mode from the training dataset such that it can be used to predict class labels
of unknown objects. Classification is also known as supervised learning as the
learning of the model is “supervised” in that it is told which class each training
example belongs to.

Classification has a wide range of applications in business, finance, DNA analysis,
telecommunication, science research and so on. There are many classification models
proposed by researchers in machine learning, expert systems, statistics, and neural
networks. Most of these algorithms are memory-based, typically assuming a small

* This joint work is supported in part by the Nature Science Foundation of Henan Province of
China under Grant No. 0211050100.
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datasets. With the growth of data in volume and dimensionality, it has become a
challenge to build efficient classifiers for large datasets. Recent data mining research
focuses on developing scalable classification techniques capable of handing large
disk-resident data [9].

1.1 Background

The traditional rule-based classifier models are popular in the domain of data mining,
because humans can easily interpret the rules and the accuracy of the resulting
classifiers is competitive to other state-of-the-arts. A general rule-based model
includes a disjunction (union) of rules, where each rule is a conjunction of conditions
imposed on different attributes. The goal of learning rule-based models directly from
the training data is to discover a small number of rules to cover most of the positive
examples of the target class (high coverage or recall) and very few of the negative
examples (high accuracy or precision) [1].

Existing methods of general-to-specific learning techniques, such as C4.5 and
Ripper, usually follow a sequential covering strategy. Their aim is to build a DNF
(disjunct normal form) model. Initially, the model contains only the most general rule,
an empty rule. Specific conditions are added to it progressively. In each iteration, a
conjunctive rule that can predict the target class with a high accuracy is discovered.
Then the instances covered by this rule are removed. Only the remaining instances
will be used in the next iteration. The sequential covering technique works fine but
may fail in the following two possible scenarios. The first one is when the target class
signature is composed of the two components, presence of the target class and
absence of the non-target-class, and the later component is not correctly or completely
learned. It is referred to as the problem of splintered false positives. The second one is
the problem of small disjuncts [11], in which rules that cover a small number of target
class examples are more prone to generalization error than rules covering larger
number of such examples.

PN-rule is a new two stage general-to-specific framework for learning classifier
models in data mining [2]. It is based on both rules that predict presence of the target
class (P-rules) and rules that predict absence of the target class (N-rules). In the first
stage, a set of P-rules is learned. They together cover most of the positive training
instances and each rule covers enough number of instances to maintain its statistical
significance. The set of P-rules will also cover some negative training instances
(called false positives) because of the relaxation of accuracy, e.g., accuracy is
compromised in favour of support. In the second stage, the whole dataset is reduced
to the union of all true positives and those false positives. On the reduced dataset, N-
rules are learned to remove the false positives. The two-phase technique makes the
resulting classifier less sensitive to the problem of small disjuncts. A case study on a
real-life network intrusion-detection dataset shows that the two-phase method
achieves comparable results with other state-of-the-art classification methods such as
C4.5 and Ripper and it performs significantly better for rare classes.
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1.2 Motivation

Emerging Pattern (EP) is a new kind of knowledge patterns [5], which represents the
knowledge of sharp differences between data classes. Emerging Patterns are basically
conjunctions of simple conditions imposed on different attributes. EPs are defined as
multivariate features (i.e., itemsets) whose supports (or frequencies) change
significantly from one class to another. The concept of EPs is very suitable for serving
as a classification model. By aggregating the differentiating power of EPs, the
constructed classification systems are usually more accurate than other existing state-
of-the-art classifiers. EPs-based classifiers are effective for large datasets with high
dimensionality because the learning phrase uses efficient algorithms such as border-
based algorithms and tree-based algorithms to discover EPs. EPs-based classifiers
differ from the rule-based classifiers in that they aggregate the power of many EPs,
i.e., they consider many combinations of attributes for classification of a test, whereas
the rule-based classifiers usually use only one rule for one test, i.e., they consider one
group of attributes.

The number of EPs present in large datasets may be exponential in the worst case.
It has been recognized that only a small fraction of the large number of EPs are very
useful for classification purpose. Recently, a special kind of EPs, called essential
emerging patterns (eEP), is suggested to be excellent candidates for building accurate
classifiers [7]. Essential emerging patterns are the most general hypotheses that fit the
training examples, that is, they are the most minimal itemsets satisfying the
conditions. Any proper subset of an eEP does not satisfy the conditions. Super sets of
eEPs are not regarded as essential because Ockham’s razor states that the simplest
hypothesis consistent with the data is preferred. The set of eEPs is not only high
quality patterns for classification, but also orders of magnitude smaller than that of all
EPs.

1.3 Our Work

In the paper we propose a novel classification method, called Two-Phase
Classification by Emerging Patterns (TPCEP), which takes advantage of two-phase
technique and the aggregation strength of EP-based classifiers.

TPCEP distinguishes itself from other EPs-based classifiers by two-phase induction
of EPs and a new scoring mechanism. Existing EP-based classifiers such as JEP-C [12]
usually use EPs with large growth rate because those EPs have very sharp
discriminating power. However, high growth-rate EPs tend to have low supports and
even they together cannot cover enough of the training data. This may leads to poor
generalization capability when applied to unseen instances, i.e., the classifier cannot
find any EP to classify some tests and it has to “guess” using the majority class, which
is very unreliable. By two-phase induction of EPs, TPCEP has better generalization
ability. In the first phase, it finds the set of EPs (called P-eEPs) that have high
supports and high coverage on the training data. Initially large growth-rate EPs are
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selected, but later high support EPs are preferred to satisfy the coverage requirement.
So we relax the strict requirement of large growth-rate EPs. The use of moderate
growth-rate EPs makes the set of P-eEPs also cover some negative training instances
(called false positives). The second phase will then try to mine another set of EPs (N-
eEPs), which can remove false positives in the collection of the instances covered by
the first phase EPs. Here we correct the errors due to the use of EPs whose
discriminating power are not so sharp.

Our experiment study carried on 10 benchmark datasets from the UCI Machine
Learning Repository shows that TPCEP performs comparably with other state-of-the-
art classification methods such as CBA, CMAR, C5.0, NB and CAEP in terms of
overall predictive accuracy,

Organization: An outline of the remainder of this paper is as follows. Section 2
defines the basic conceptions. Section 3 details our TPCEP to use e¢EPs for
classification. Section 4 presents an extensive experimental evaluation of TPCEP on
popular benchmark datasets from the UCI Machine Learning Repository and
compares its performance with CBA, CMAR, C5.0, NB, CAEP and BCEP. Finally, in
section 5 we provide a summary and discuss future research issues.

2. Preliminary

Suppose a dataset consists of a number of data objects (instances, or examples) of the
form (i, as, ..., a,) following the schema (4,, A,,..., 4,), where 4,, A,,..., 4, are
called attributes. Attributes can be categorical or quantitative. Quantitative attributes
are discretized by dividing the range of the attribute into intervals and the real data
values are replaced by interval labels. Each data object in the dataset is also labelled
by a class label C € {C;, C,,..., C;} to indicate which class the data object belongs to.

An item is a pair of the form (attribute-name, attribute-value). Let / be the set of all
items appearing in the raw dataset. A set X of items is also called an itemset, which is
defined as a subset of /. Each object in the raw dataset can be represented by an
itemset. In the association rule context, such an itemset is called a transaction.
Emerging patterns are defined on the discretized transaction database. We say any
instance S contains an itemset X, if X < S.

Definition 1: The support of an itemset X in a dataset D of datasets, supp(X), is
countp(X)/|D|, where countp (X) is the number of instances in D containing X, and |D|
is the total number of instances in D.

Definition 2:Given two different datasets D’ and D, the growth rate of an itemset X
from D’ to D is defined as

0 if sup p(X) = sup p(X) = 0
GRp_,p(X)= ) if supp(X)=0,supp(X)#0
sup p(X)/ sup p(X) otherwise
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Emerging patterns are itemsets whose supports change significantly from one data
class to another.

Definition 3: Given a growth rate threshold p >1, an itemset X is said to be an p-
emerging pattern (p-EP or simply EP) from D’ to D if GRp,p (X) > p.

When D’ and D are clear from context, an EP X from D’ to D is simply called an EP
of D. The support of X in D, denoted as sup(X), is called the support of the EP X.

For example, table 1 shows two EPs between poisonous class and edible class of
the Mushroom dataset, from the UCI Machine Learning Repository [3], where X =
{(Bruises, no), (Gill-Spacing, close), (Veil-Colour, white)}, and ¥ = {(Odour, none),
(Gill-Size, broad), (Ring-Number, one)}. Both EPs have very large growth rates. As
an EP of poisonous class, the EP X, with a growth rate of 21.4, is a three-attribute
feature contrasting the poisonous instances against the edible instances. It has very
high predictive power: the odd that instances containing (or satisfying) X are
poisonous is 95.5%. As an EP of edible class, the EP Y has even greater predictive
power: the odd that instances containing Y are edible is 100%. In fact, Y is a jumping
emerging pattern (JEP) with support 0 in poisonous class, and not-zero in edible
class, and thus growth rate <.

Table 1. Examples of Emerging Patterns: two EPs between poisonous class and edible
class of the Mushroom dataset.

EP Poisonous Edible Growth-rate
X 81.4% 3.8% 21.4
Y 0% 63.9% oo

EPs capture the difference between two data classes on multi-attributes, so they can
be used as the basic means for classification. By aggregating the differentiating power
of EPs/JEPs, classification methods such as JEP-Classifier [12], and CAEP
(Classification by Aggregating Emerging Patterns) [5] usually achieve higher
accuracy than other state-of the art classifiers such as C5.0.

2.1 Eessential Emerging Pattern (eEPs)

Emerging patterns can be described by borders. A collection of sets represented by
the border <L, R> is

[LRI={Y|3XeL,IZeR, X YC Z}.

For instance, the border < {{a}, {b, c}}, {{a, b, ¢, d}}> represents those sets which
are either supersets of {a} and subsets of {a, b, ¢, d}, or supersets of {b, ¢} and
subsets of {a, b, ¢, d}. Note that EPs in the left border are the most general or
minimal, i.e., any training instance covered by EPs in the border will also be covered
by EPs in the left border.

There can be a very large number (e.g., 10%) of common EPs in the dense and high-
dimensional datasets of typical classification problems. It has been shown that many
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of them are not so useful in classification [7]. Suppose that X; and X, are two EPs, and
X; c X5. X is less useful than X; for classification because every example covered by
X5 must also be covered by X;. Shorter EPs contains fewer attributes, and tend to have
larger supports. If we can use a few attributes to distinguish two data classes, adding
more attributes will not contribute to classification, and in some worse cases, bring
noise.

Previous works show that essential emerging patterns are sufficient for building
accurate classifiers.

Definition 4: An itemset X is called an essential emerging pattern (eEP) of the target
class C if it satisfies the following conditions:

(1) Xis an EP of class C with high growth rate p, and
(2) any proper subset of X is not an EP of class C, and

(3) the support of X in class C is not less than &, where & is a predefined min-
support threshold.

eEPs are believed to be the most expressive patterns for classification because of the
following reasons:
® Large or even infinite growth rates ensure that each eEP has significant level
of discrimination.
® The minimum support threshold makes every eEP cover at least a certain
number of training instances, because itemsets with too low supports are
regarded as noise.
® Supersets of eEPs are not useful for classification because of the following
reason. Suppose E; c E,, where E| is an eEP. E| covers more (at least equal)
training instances than E,, because sup(E|) >= sup(E,). By the definition of
eEP, both £ and F, have large growth rate. So E, does not provide any more
information for classification than E|.
In fact, eEPs are the shortest EPs contained in the left bound of the border
representing the EP collections, and have at least a certain coverage rate on the
training dataset. The set of eEPs is much smaller than the set of all common EPs. The
classifiers based on eEPs is not only more efficient, but also more effective.

2.2 Tree Based Algorithms for Efficiently Mining eEPs

Efficient tree based algorithms have been developed to mine essential emerging
pattern [7]. The tree data structure is called P-tree. Like FP-tree [10], P-tree stores
compressed all the item information of the training data. Unlike FP-tree, P-tree keeps
the class attributes information in order to mine EPs. The algorithm adopts the pattern
fragment growth mining method: it recursively partitions the database into sub-
database according to the patterns found and search for local patterns to assemble
longer global one. It searches the tree in the depth-first manner; it operates directly on
the data contained in the tree, i.e., no new nodes are inserted into the original tree and
no nodes are removed from it during the mining process. The major operations of
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mining are counting and link adjusting, which are usually less expensive than the
previous Apriori level-wise, candidate generation-and-test approach.

The details of these algorithms are omitted here. They can be found in [6,7].

3. Two Phase Classification By Emerging Patterns (TPCEP)

3.1 Basic Ideas

We use two-class problem to show the basic idea of TPCEP classifier. Suppose the
two classes are C; and C,. TPCEP mines eEPs of C; and C, in two phases and uses
these eEPs and their supports to construct classifier of each phase. In the first phase,
we use all of the training instances to mine eEPs. In the second phase, we focus on
those instances that are covered by eEPs of the wrong class. For example, eEPs of C;
from the first phase also cover some instances of C,. Our aim is to mine another set of
eEPs to identify these “false positives” or “true negatives”.

When the growth rate threshold p is high enough, eEPs of C will cover many
training instances of C (cover-rate = &) and few training instances of non-C.

3.2 Mine P-eEPs and N-eEPs

In the first phase, we use all the training instances to generate eEPs of C; and C,. By
adjusting min-growth-rate threshold 7 and min-support threshold & we make the
eEPs of C; cover a certain percentage (e.g. 90% or more) of C;. Here we don’t care
these eEPs’ coverage on C,. Figure 1 (a) expresses the process, where the two
rectangles show the training instances of C; and C, respectively, the instances in the
light-grey area are those instances that eEPs of C; covered. The eEPs cover most of
the instances of C; and part of instances of C,. Similarly, eEPs of C, cover many
instances of C, while only a few instances of C;.

The eEPs of C; (or C,) mined in the first phase are called P-eEPs of C; (or ().
Using the P-eEPs of C; and C, mined in the first phase, we can build a single-phase
classifier. Suppose S is a test instance. Suppose S contains P-eEPs of Cy: X;;, ..., Xjm,
with supports s;,...,5;, respectively; S also contains P-eEPs of C,: Xy, ..., Xy, with
supports s;,...,5 respectively. We use formula (1) (see section 3.3) to calculate the
similarity rate of C; and C, for S, denoted as SR(S, C;) and SR;(S, C,). The classifier
of single-phase uses the following rules to classify S:

If SR/(S,C)) > SR,(S,C5) or ( SR,(S,C;) = SR)(S,Cy) and | Cy | > | C5 | ), the
class label of S will be C|, else be C,.

Although the single-phase classifier is simple, it achieves good accuracy for
classification. However, there is much room to improve it by adding the second
phrase. (See experiment result and analysis)
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Instances

|
Instances | Instances Instances “] of C;

of C] of Cz of C]

(a) (b)

Fig. 1. The training instances used in mining eEPs in two phases. (a) In the first phase, we use
all the training instances to generate P-eEPs of Cj; (b) in the second phase, we only use the
instances that covered by P-eEPs of C; mined in the first phase to generate N-eEPs of C;.

In the second phase, to generate eEPs of C, (or C;), we only use the instances that
covered by P-eEPs of C; (or C,) mined in the first phase. Take mining ¢EPs of C, for
example. Fig.1 (b) shows those instances used in the second phase. Here, we use all
the instances of C; and the instances of C, covered by P-eEPs of C; to mine eEPs of
C,. The eEPs of C, mined here in the second phase are also called N-eEPs of Cj,
because they are “negative” eEPs of C;. Similarly, the eEPs of C; mined in the second
phase are also called N-eEPs of C,.

Now we have P-¢EPs (the first phrase) and N-eEPs (the second phrase) for each
class. In the second phase we pay more attention on the possible misclassification
than the first phase. Since we have additional EPs mined in the second phrase, we
need to design a new scoring method to use eEPs of both phases and their supports to
make a better classification.

3.3 Scoring function (Calculation of Similarity Rate)

To classify an unseen instance S, TPCEP needs to calculate a score for each class. The
class with the highest score is then returned as the classification. The idea behind the
scoring function is that if the unknown instance S belongs to class C; S will be
“similar” to the instances of C;. The similarity can be measured using the eEPs of C;
that are contained in S. Suppose S contains an eEP of C;, denoted as E;. E| has enough
support, which suggests S is consistent to a reasonable number of instances of C; on a
group of attributes. £ also has large growth rate, which means S is very unlike the
classes other than C;. Intuitively, the more percentage eEPs of S cover the instances of
C,, the more similar S'is to C;,.

Definition 5: Given a test instance S and a set £(C) of EPs of a class C discovered
from the training data, the similarity rate of S for C, denoted as SR(S,C), can be
calculated using the following steps:

1. Find the EPs from E(C) which are contained by S, denoted as X , ..., X,,.
2. setcount=0;

3. for each instance in C, if it contains one EP from X7, ..., X,,, then count++;
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4. SR(S,C) = count / the total number of instances of C

Step 3 counts how many instances of C are covered by the set of EPs X; ,..., X,
collectively. Here we say an instance is covered by the EP set if the instance contains
one EP from that set.

We can use the eEPs and their supports to calculate SR(S,C) approximately. Suppose
S is a test instance and it contains eEPs X , ..., X,,, of C;, where the supports are s, , ...,
s, respectively. Let 4; be the event “X; appears in the instances of C”. The calculation
of SR(S, C) is equivalent to the calculation of probability P(4,U...U4,,). So, we have:

SR(S,C)=P(4, U...UA,)
=S P(4;) - SP(AA)+ Y PAAA)+ .+ ()" P(44,..4,,)
i=1

I<i<j<m I<i<j<k<m
where P(A4;) = s;. Assuming that eEPs are independent, we have the following
approximation:

SR(S,C)=2"s;— 2.8:8;+  2.8:5;5 S ) R A (D)

i=1 I<i<j<m ~ 1<i<j<k<m

3.4 TPCEP Classification

In training phase, the task of TPCEP classification is to mine eEPs with their supports
in two phases. eEPs and their supports construct the basis of TPCEP classification.

Definition 6: Suppose S is an unclassified instances, SR;(S, C;) is the similarity rate of
C; for S using eEPs of C; mined in the first phase (i.e., P-eEPs of C;), and SRx(S, C)) (j
# i) are the similarity rate of C; for S using eEPs mined in the second phase (i.e., N-
eEPs of C;). The score of S for C; is defined as score(S, C;) = SR/(S, C;) - SRx(S, C)),

where i, j=1or2,i#j.

The scoring method considers to use the second phase to correct the errors made in
the first phrase.

Given a test instance S, S will be classified as the class with the highest score. That
is, after TPCEP calculates score(S,C;) and score(S, C>), it uses the following rules to
decide the class label for S:

If score(S,C)) > score(S,C5) or score(S,C;) = score(S,Cy) and | Cy | 2| G, |,
the class label of S will be C|, else be C..

3.5 Multiple Classes Problem

TPCEP can be easily extended to k (>2) classes. For a k-class problem, we build &
classifiers: G, ,..., G;. Firstly, we use all the training data and partition it into two
classes: C; and non-C;. We build classifier G; in the first step. Then the whole
training data is regarded as another two classes: C, and non-C, (including C;). In the
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second step we build the classifier G,. Generally, to build G;, we divide the whole
training dataset into two classes: C; and non-C;.

To classify a test S, we use Gy ,..., G, to decide the class label of S. After
computing all the scores of S for C;, we compare the scores and assign S to the class
with the highest score.

4. Experiment Result and Analysis

In order to investigate TPCEP’s performance compared with that of other classifiers,
we carry experiments on 10 datasets from UCI Machine Learning Repository. We
compare TPCEP with other state-of-the-art classifiers: Naive Bayes (NB), the two
important classifiers based on association rules CBA [14] and CMAR [13], the widely
known decision tree induction C5.0; an EP-based classifier CAEP; and BCEP, a novel
Bayes classifier based on emerging patterns.

Our experiments were performed on a 900Mhz Pentium III PC with 128Mb of
memory. The programming environment is Microsoft Visual C++. The accuracy was
obtained by using the methodology of ten-fold cross-validation. We use the Entropy
method in [8] to discretize datasets containing continuous attributes. Experiment
results of the competitive classifiers are taken from their original papers.

Table 2. Summary of the predictive accuracy of of classifiers.

Dataset Accuracy (%)
CBA |CMAR| NB C5.0 | CAEP | BCEP | TPCEP |One-phase
Adult - - 84.12 | 85.54 | 83.09 | 85.00 | 80.30 78.60

Australia | 84.90 | 86.10 | 85.65 | 84.93 | 85.51 | 86.40 | 89.30 86.97
Cleve | 82.80 | 82.20 | 82.78 | 77.16 | 82.13 | 82.41 | 91.30 86.30
Diabete | 74.50 | 75.80 | 75.13 | 73.03 | 67.30 | 76.80 | 77.30 71.78
German | 73.40 | 74.90 | 74.10 | 71.90 | 74.50 | 74.50 | 73.30 72.08
Heart | 81.90 | 82.20 | 88.22 | 76.30 | 82.22 | 81.85 | 88.93 76.70
Mushroom - --- 99.68 |[100.00 | 93.91 | 100.00 | 99.20 98.70
Pima | 72.90 | 75.10 | 75.90 | 75.39 | 77.60 | 75.66 | 77.70 71.82
Tic-tac| 99.60 | 99.20 | 70.15 | 85.91 | 85.91 | 99.37 | 85.80 77.40
Vehicle | 68.70 | 68.80 | 61.12 | 73.68 | 68.80 | 68.05 | 66.30 -—-
Average 79.69 | 80.38 | 80.10 | 83.00 | 82.94

Table 2 summarizes the accuracy results. From the table, we can see that TPCEP
achieves the best accuracy on 5 datasets and also performs well on the other datasets.
The average accuracy of TPCEP is higher than that of NB, C5.0, and CAEP; and it is
almost the same as BCEP. The advantage of TPCEP over BCEP is that TPCEP is
much faster. BCEP is slow because it has to calculate probability approximation using
many itemsets in a chain of product. TPCEP is fast due to a relatively simple scoring
function. TPCEP dose not degrade accuracy because two-phrase mechanism can
correct the errors made by simple scoring to some extend.



Two Phase Classification by Emerging Patterns 11

Comparing to the CBA and CMAR, two classifiers based on association rules, we
can see that TPCEP wins on five datasets, Australia, Cleve, Diabete, Heart, Pima, but
loses on the three datasets, namely, German, Tic-tac and Vehicle.

In the last column, we give the results obtained by EP-based single-phase
classification that uses the same scoring function as TPCEP. We can see that single-
phase classifier is fairly good. Further more, we can see that TPCEP wins its single-
phase counterpart on most of the datasets. These experimental results confirm our
belief that two-phase classification has advantages over one-phase.

5. Conclusion

In the paper, we have proposed a new novel classifier, i.e., Two-Phase Classification
by Emerging Patterns (TPCEP). TPCEP combines the benefits of two-phase
classification method and classification by emerging patterns. The first phase of
TPCEP aims to find the EPs that have high supports and high coverage on the training
data. Here we alleviate the strict requirement of high support-ratio EPs. The second
phase will then tries to mine another set of EPs which can remove false positives in
the collection of the instances covered by the first phase EPs. Here we correct the
errors due to the use of moderate support-ratio EPs whose discriminating power are
not so sharp. Our experiment study carried on 10 benchmark datasets from the UCI
Machine Learning Repository shows that TPCEP performs comparably with other
state-of-the-art classification methods such as CBA, CMAR, C5.0, NB, CAEP LB
and BCEP in terms of overall predictive accuracy.

The factors that can affect the accuracy of TPCEP are the differentiation power of
EPs and their coverage on data. These factors are represented by two interrelated
parameters: min-support threshold and min-growth rate threshold. Generally, fixing
min-support threshold, higher growth rate will result in more discriminating EPs, but
can reduce coverage on the training data (does not generalize well). Fixing growth
rate, higher min-support threshold may lead to lower coverage; but when min-support
is too low, EPs may be not statistically significant and thus the classifier built upon
them tends to overfit. To select the right values for these thresholds is the art of
human, guided by trial and error. As the future work, we will go deeper on the
problem of automatic optimization of the two parameters.
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